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Summary 

Removal Versus Ranking  

For many years, the debate on online speech 
was focused on the question of removing 
content. Removal is a difficult and emotive 
subject, because it sounds horribly like 
censorship, even though human rights law 
allows certain restrictions to freedom of 
speech.  In recent years, though, the focus of 
the debate has shifted. Now we talk a lot more 
about amplification of content (also discussed 
under the labels “recommender” or “ranking” 
systems), which focuses on how much reach 
companies give to certain content.   

The issue of amplification appears less charged 
than removal. After all, it is not about deleting 
any content, but merely about increasing or 
reducing its visibility. As the researcher Renée 
DiResta memorably put it: “Freedom of speech 
is not freedom of reach”. The focus on 
amplification/ranking is positive as, arguably, it 
is a more important subject than removal.  On 
Facebook, Instagram, Twitter and TikTok, by 
default, all content is selected by ranking 
algorithms. YouTube stated that its users 
spend 70 per cent of their viewing time on 
recommended videos.   

 

1 At the time of writing, the DSA 
is being discussed informally between the 
Commission, the Council and the European 
Parliament (a process known as the “trilogue"). The 
next official step will be a second reading in the 
European Parliament. 

 

 

Removal is about what we don’t see. Ranking 
is about what we see and don’t see.  

Ranking Is also about Human Rights  

Though the issue of amplification/ranking may 
be less charged than removal, it has an impact 
on human rights. This is obvious where ranking 
decisions have the same effect as removal 
(shadow bans, significant downranking, etc.). 
But even beyond that, reach is part of speech. 
A “right to reach” is hard to conceptualize, 
however, because all major platforms rank 
content. There is no natural “position” for any 
piece of content (unless content is sorted 
chronologically). And if there is no natural 
position, it is difficult to talk about practices like 
“downranking” or privileging of content 
(“upranking”) as some sort of restriction.  

While many companies have begun explaining 
their policy on removing content in more detail, 
few provide details on ranking content higher or 
lower. Companies’ transparency on this crucial 
aspect lags behind public debates on the issue. 
Only Facebook provides some detail but, there 
too, major questions remain unanswered.  

What Does the DSA Say about 
Ranking?   

This may change once the EU’s draft Digital 
Services Act (DSA) is adopted1. The DSA 
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includes obligations for large social media 
platforms to identify risks from 
amplification/ranking algorithms, for example, 
risks to the rights of children or to privacy. It 
also mandates some transparency and audits 
of such systems. The design of such audits will 
be essential, for the first time providing the 
ability to review recommender/ranking systems 
from within the system, rather than judging 
them indirectly from their output.   

The latter approach has, until now, provided the 
only publicly available research, but its ability to 
explain or reconstruct the effects of algorithms 
is limited. What, then, is the basic structure of 
algorithmic recommender systems in social 
media, and where are the risks for democratic 
discourse?   

How Do Ranking Algorithms Work?  

At the core of these complex algorithms is the 
exploitation versus exploration trade-off. 
Companies seek to find the best balance 
between exploiting what they know about a 
user’s interests to keep their attention, while 
exploring whether they might be interested in 
other content as well, thus spending even more 
time on the platform. In terms of risks, the 
exploration aspect of algorithms deserves more 
scrutiny, as here platforms shape user interests 
more than in the exploitation of preferences 
that a user has indicated (by following certain 
accounts, themes, etc.).   

The basic model of what a social media 
algorithm does in the split-second when a user 
opens an account includes three stages. First, 
at the “inventory stage”, it defines a selection 
of content (“candidates”) that it considers of 
interest to the user. Typically, this contains the 
latest posts by accounts with whom a user 
interacts a lot (exploitation), as well as posts 
that the algorithms may classify as potentially 
interesting for other reasons, for example, 
because they go viral.   

At the next stage, the “features/signals” stage, 
the algorithms weight numerous features of 
each piece of content to give them a relevancy 
score. As the inventory selection will have 
produced a relatively small sample (for 
instance, a few hundred videos on YouTube), 
these can now be weighted in detail. The 
features may be based on “active” behavior” (a 
user has interacted a lot with account x, so 
posts from that account will be given a high 
weight for that feature), or “passive” signals (for 
example, if a user tends not to open videos, a 
video message in the inventory will be given a 
low weight for that feature) or may be unrelated 
to a specific user (for example, preference for 
recent content over older content). Based on 

these aggregated features/ signals, the 
algorithms will give each piece of content an 
overall relevancy score.   

The relevancy score is based on knowledge of 
the past, while the next stage, the prediction 
stage, assesses probabilities of future behavior. 
It is here, in particular, that exploit/explore 
trade-offs are being computed: What new type 
of content may address or create yet unknown 
user interests?  Some platforms, such as 
YouTube, describe the features/signals and the 
predictions stages as one and the same.  

Based on these three stages, the algorithms 
produce a score/ranking, which determines in 
which order content is shown to users. 
Needless to say, this process is executed by 
AI-based algorithms.  
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What Do Platforms Tell us about Their 
Systems?  

In their public communications, companies 
point at three different options to address risks 
related to ranking algorithms:   

→ Removal or downranking (flexible 
sanctions) of content that violates 
company rules (which typically cover risks 
and harms). Companies may choose 
downranking as a lesser sanction. This 
approach does not offer action beyond the 
category of violating company policies. 
Twitter and LinkedIn have indicated that 
they use this approach.  

→ A list of types of content that are 
considered risky, harmful or low quality, 
and which will be ranked lower (similar to 
lists of content that will be removed). 
Facebook provides an extensive list of such 
content. Instagram does not show 
“inappropriate content” in parts of its 
platforms, but keeps this content in feeds.   

→ Downranking of borderline content. The 
difference to the previous solution (lists of 
content types) is that, here, companies 
claim to downrank content across the board 
if it comes “close to” content that would 
violate company policies. Facebook has 
indicated that it is following this approach 

(in addition to downranking, on the basis of 
a list), as does YouTube. 

Some companies offer no explanations on 
downranking (TikTok, Reddit). Even the 
explanations given by the other companies on 
downranking are extremely generic. Only 
Facebook provides a detailed list, but remains 
vague on how downranking of “borderline 
content” works.  Companies do not provide any 
details on the types of AI used, or on the 
meaning of “downranking”, which can be 
anything from “slightly reduced dissemination” 
to “practically invisible to anybody”. 

How Should We Put DSA Provisions on 
Ranking into Practice?  

The lack of transparency cited above points to 
actions that should be required from “very large 
online platforms”, (in the sense of article 25) in 
the DSA.   

They include:  

Transparency measures in light of Article 29 
of the Draft Digital Service Act (very large 
online platforms shall publish “in a clear, 
accessible and easily comprehensible manner, 
the main parameters used in their 
recommender systems”) should:  

→ Provide a detailed explanation of what 
topline objectives ranking/amplification 

Why Do the Stages of Algorithmic Decisions Matter? 
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algorithms have (Time spent on platform? 
Engagement? Opening of Ads? Buying 
based on ads?);   

→ Provide detailed explanations of types of 
AI used at the various stages of ranking 
decisions, including control measures for 
algorithmic decisions that cannot be easily 
reconstructed and explained;   

→ Publish an overall integrity statement, 
which should provide staff with top level 
integrity goals that should be achieved in 
all operations, as pointed out by the 
Integrity Institute. Measures should include 
those taken to achieve these goals ex ante 
(before product launches) and ex post 
(monitoring results);  

→ Provide detailed explanations of the 
expansive effects of algorithms, i.e., 
those effects that add content to a feed that 
do not evolve directly from active user 
behavior;   

→ Detail the overall algorithmic approach to 
removing posts and to the influence of 
concepts like harmful content/quality 
content on ranking decisions: Is it ranked 
lower systematically as being close to 
illegal content and, if so, how is that done 
algorithmically? Or is it ranked lower on the 
basis of lists of attributes that are 
considered harmful? Is it a combination of 
both? and   

→ Regularly publish of data on removals and 
de-ranking, broken down by subject 
categories and regions/countries.   

The conduct of obligatory yearly independent 
external audits (Article 28 of the DSA) should 
cover the risks from algorithmic ranking/ 
recommender systems. Recommendations in 
that regard include:  

→ A review of the company’s internal rules 
and processes for dealing with risks in 
ranking algorithms (well beyond what 
companies divulge publicly under Article 29 
of the DSA);  

→ Identification of the overall AI architecture 
of ranking decisions and at which points 
violations of policies or risks are identified;  

→ Identifying the companies’ available 
metrics for measuring risks in ranking 
their algorithms’ decisions, an ongoing 
process to monitor these metrics, and the 

 

2 The author would like to thank Dr. Julian Jaursch 
and Dr. Anna-Katharina Meßmer, from Stiftung Neue 
Verantwortung (Berlin), and Inês Narciso, from 
ISCTE-MediaLab (Lisbon), for their insightful 
comments on the draft. 

introduction of changes if company 
objectives or policies change;   

→ Monitoring ongoing company 
experimentation with ranking algorithms 
(A/B testing, interleaving). Undertaking this 
together with the company’s offline 
algorithm testing (using existing user data 
to model algorithmic ranking, without 
interfering with actual ranking); 

→ Comparing the level of effort for the 
different languages spoken in the 
European Union. If you want to list 
anything, please use the preformatted 
orange arrows you can see here. 

As far as other aspects of the DSA are 
concerned, a review of the basic functioning of 
ranking algorithms points at gaps in the Act’s 
articles dealing with user choices. The DSA 
drafts indicate that there needs to be “at least 
one option [of recommender systems; added by 
author], which is not based on profiling”. This 
provision falls short of what would be desirable, 
as profiling is only one potential issue with 
regard to ranking systems. Additional 
mandatory options should include a user choice 
for a ranking-free display (i.e., chronological 
order), an option where algorithms do not draw 
on special category data or inferred data about 
interests, and an option of algorithms that do 
not include a dynamic/expansive function, i.e., 
that would only include content from accounts 
that a user has signed up to (befriended, 
follows on Twitter, etc.).  The latter would be 
particularly appropriate for minors, to allow 
parental rather than company control of 
content.   

Introduction2 

For many years, the debate on online discourse 
and speech, especially in the EU, was focused 
on the question of removing content. The 
subject of removal was, of course, particularly 
difficult and emotive, because removal sounds 
horribly like censorship. That said, all 
companies remove some content, for example, 
nudity or self-styled free-speech platforms like 
Garb and Parlor pornography. International 
human rights law foresees some limitations of 
the right to free speech. The discussion on 
removal is, therefore, one about the extent of 
removal (and, of course, to what degree private 

https://d.docs.live.net/5d18134f48f36f77/Work/2022%20DRI%20work/20220216%20BP%20on%20Recommender%20Systems/614cbb3258c5c87026497577/t/617834ea6ee73c074427e415/1635267819444/Ranking+and+Design+Transparency+%28EXTERNAL%29.pdf
https://d.docs.live.net/5d18134f48f36f77/Work/2022%20DRI%20work/20220216%20BP%20on%20Recommender%20Systems/614cbb3258c5c87026497577/t/617834ea6ee73c074427e415/1635267819444/Ranking+and+Design+Transparency+%28EXTERNAL%29.pdf
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companies should be bound by human rights 
law).   

In recent years, the focus of the debate has 
shifted. We now talk a lot more about the 
amplification of content (also discussed under 
the labels “recommender” or “ranking” 
systems). This has been a positive shift 
because, arguably, it is a more important 
consideration. What we see and read online is 
shaped by what companies serve us, whether 
in search results on Google, recommendations 
by YouTube on what to watch or the feeds in 
Facebook, Instagram, TikTok and Twitter.3 A 
2018 article reported that YouTube’s 
recommendation system generates over 70 per 
cent of viewing time on the platform.4 To serve 
us a newsfeed, search results or the next 
video, the platforms employ algorithms to select 
and rank that content.   

This is a more comfortable subject than 
removal, which has likely contributed to its 
popularity. When we talk about amplification or 
de-amplification, we are not suggesting that 
any content should be deleted (although, in 
some circumstances, it might be practically the 
same, as argued below). We merely say that 
some content should be less prominently 
displayed to people or shown to fewer people. 
“Freedom of speech is not freedom of reach”, 
as the researcher Renée DiResta has noted. 

Two levels need to be distinguished in the 
discussion of ranking/amplification:   

→ Legislation: Regulating 
ranking/amplification is complex, as 
explained by Daphne Keller in her essay 
(mainly on United States legislation), 
because reach is actually an aspect of 
speech. Regulation is possible, but it needs 
to be sophisticated, in order to respect 
freedom of speech.5 Or it can take softer 
forms, such as more accountability by 
platforms for ranking/amplification, through 
things like risk assessments and more 
transparency – the solution inherent in the 
EU’s Digital Services Act.  

→ Societal expectations: We can also 
discuss ranking/amplification as a society – 
building public pressure on companies to 
make them non-harmful, leading them to 
make promises to not do harm. An example 

 

3 Ranking also plays a role in recommendations to 
expand networks, i.e., new people to “befriend” on 
Facebook, to follow on Twitter or LinkedIn. AI is 
deployed here on network analysis. 

4 Jack Nicas, “How YouTube Drives People to the 
Internet’s Darkest Corners”, The Wall Street Journal, 
7 February 2018.  

of a non-regulatory approach is the 
Christchurch call for action. And, while in a 
democratic society we should be cautious 
about simply calling on platforms to delete 
a lot of speech, we can demand that 
ranking choices aim to prevent harm. As is 
pointed out below, platforms make such 
choices anyway, so attaching a low ranking 
to harmful content does not interfere with 
some “natural” or “organic” process. There 
is no natural position for any piece of 
content in any newsfeed (unless the 
content is listed chronologically). The 
question is, rather, how to define harmful 
content.  

In short, a discussion on ranking/algorithms 
and related expectations is not automatically a 
discussion of regulation. 

1. Amplification – A Misleading 
Word   

Let us start by looking at some terms that 
influence how we think about a problem. If the 
words we use are simple and intuitive, we invite 
more people into the discussion. If the 
terminology seems technical and non-intuitive, 
we create barriers for a wider debate. In 
democracies, we should try to set the bar of 
entry low, especially in discussions of the 
complex field of technology, which directly 
affects us all. In short, accessible language 
helps promote an inclusive debate.   

Here is what Merriam-Webster has to say 
about the meaning of “amplifying”: It means “to 
expand (something, such as a statement) (…), 
to make larger or greater (as in amount, 
importance, or intensity), to increase the 
strength or amount of, especially: to make 
louder”.   

When we amplify something, we increase it (its 
reach, volume and intensity) beyond its natural 
extent. This is how most participants in the 
discussion of amplification understand the term. 
One example: The EU`s Counter-Terrorism 
Coordinator wrote in a note in 2020 that social 
media companies “amplify certain content and 
demote other content.”   

5 It is worth noting that there are also legal routes 
that are not about legislating, for example, cases 
brought by users to hold companies to account 
under contractual relations (private law). 

https://knightcolumbia.org/content/amplification-and-its-discontents
https://www.wsj.com/articles/how-youtube-drives-viewers-to-the-internets-darkest-corners-1518020478
https://www.wsj.com/articles/how-youtube-drives-viewers-to-the-internets-darkest-corners-1518020478
https://www.christchurchcall.com/call.html
https://data.consilium.europa.eu/doc/document/ST-12735-2020-INIT/en/pdf
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This makes it sound as if some content is 
amplified or de-amplified from its natural 
position.  But there is no “natural” position for 
content, whether in Facebook’s newsfeed, 
Google search results or YouTube 
recommendations. The only natural position in 
a newsfeed would be (reverse) chronology, 
where we see the most recent posts first, as we 
do, for example, in messenger apps. Social 
media platforms, however, do not generally 
work that way (although Twitter offers it as a 
permanent option).   

The way companies talk about amplification 
has helped create the idea of a “natural” 
position for content, especially Facebook’s term 
“organic reach”. It sounds natural, but this is 
merely PR, obscuring the fact that companies 
make the decisions on reach (for Facebook, 
“organic” only means that it is not paid 
amplification).   

Every post we see has been ranked through a 
complex, split-second algorithmic process that 
occurs when we open an app or hit the refresh 
button. To explore this more, let’s unpack 
algorithmic decision-making. 

2. How Does a Social Media 
Ranking Algorithm Work?  

The basic features of social media ranking 
algorithms are explained in many open-source 
documents, typically by firms that advise 
businesses on how to reach people on social 
media.6 There seems to be agreement that 
companies seek users’ “engagement” or to 
attract their “interest”, or that they simply want 
to keep them on the platform for as long as 
possible, to increase the possibility of showing 
them ads.   

Whether showing ads is the key objective or 
users actually opening ads and buying things 
based on these ads is one question. If it is the 
latter, then the most important metric may not 
be time spent but, rather, one based on a 
function of ads seen/opened/purchases made. 

 

6 For example, here: Ola Kozielska, “How Does the 
Facebook Algorithm Work: Everything You Need to 
Know in 2021 [+ 13 Tips]”, Kontinento, 12 October 
2021. 

Some content in news feeds may actually affect 
users’ emotional states, making them more 
prone to open ads and to make purchases, as 
some research suggests that emotional states 
have an impact on such decisions, and that 
angry customers may be more decisive buyers. 
Such findings could create an incentive for 
encouraging anger in online communities. 
Clearly, an audit of algorithms should identify 
what overall objectives have been determined 
for the algorithmic process.   

Looking at the details of how social media 
algorithms typically work, the terms used vary a 
bit, but the essence is the same. At the core of 
ranking algorithms is the trade-off of 
exploitation versus exploration. Companies 
can exploit knowledge about user interest to 
keep attention high. This is likely the case when 
a user typically usually opens posts from 
another specific user or related to a specific 
theme.   

Over time, however, such offers can become 
repetitive, and users may lose interest. 
Furthermore, the user might have other 
interests the company wants to identify, or the 
company may look to trigger new interests, so 
that users stay longer on the platform. This is 
the more challenging exploration part 
algorithmically, because it can fail. The user 
may not be interested in that type of content 
and, thus, may lose attention.7  

This paper broadly follows the presentation on 
amplification by the Integrity Institute, a new 
organization established by former staff 
members of social media companies. As that 
presentation shows, the split-second process of 
creating a feed has three stages. 

Inventory 

First, the algorithms decide what kind of posts 
could be potentially interesting to users. The 
results are not very surprising: posts from 
friends, from groups or sites you follow, and 
from people whose posts you have liked before 
all have a high chance of being included. What 

7 The exploitation vs. exploration dilemma dominates 
many areas of probabilistic decision-making. It is 
mostly discussed under the “multi-armed 
bandit” problem, which, asks the question: Should 
one pull the arm of an armed bandit (a 
gaming machine in a casino) which—after much 
use—has proved to generate many wins (exploit), or 
should one pull the arm of another machine of which 
one knows much less (explore). Transferred to social 
media the question is: Should a company 
rank high content with which a user has interacted a 
lot or offer new content without having much data on 
possible interest. 

https://www.kontentino.com/blog/how-does-facebook-algorithm-work/
https://www.kontentino.com/blog/how-does-facebook-algorithm-work/
https://www.kontentino.com/blog/how-does-facebook-algorithm-work/
https://www.kellogg.northwestern.edu/faculty/research/researchdetail?guid=3629f567-1d78-11e8-91be-0242ac160003
https://static1.squarespace.com/static/614cbb3258c5c87026497577/t/617834ea6ee73c074427e415/1635267819444/Ranking+and+Design+Transparency+%28EXTERNAL%29.pdf
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is rarely discussed, but is important, is that the 
inventory will also include content from 
accounts that you do not follow. This brings 
dynamism and exploration/expansion into the 
network. The platforms want us to “discover” 
new things and to expand our networks. 

Features or Signals  

Next, the algorithms look at what are called 
“features” or “signals”. The algorithms 
determine whether you have engaged a lot with 
a certain user, page or topic (so-called “active 
features”). They determine whether you have 
responded more to videos and images, or more 
to text (so-called “passive features”)? The 
algorithms weight these features to give each 
piece of content a relevancy score. For 
example, if you have engaged a lot with user x 
(active signal) and if you do not usually open 
videos (passive signal), the relevancy score for 
a piece of content posted by user x will be 
relatively high if it is not a video. 

Two things are important here: First, not only 
signals that emanate from user behavior are 
weighted at this stage, but also signals from 
other users, for example, whether the content is 
validated by other sources on the internet or 
whether many of your friends or followers have 
engaged with that piece of content.  So, as in 
stage one, external dynamism that does not 
directly emanate from user choices is 
introduced here. These are choices made by 
the companies through their algorithms. This 
aspect explains virality, for example. The 
algorithms will give a high score to content that 
seems to trigger engagement by many other 
people, even if there is little in the user`s 
behavior suggesting that they may themselves 
be interested. It is designed to be reinforcing – 
the more the post is ranked high for some 
users, the more likely they engage with it, and 
the more likely it will be ranked high for even 
more users.   

Secondly, at this stage, personal user data will 
come into play prominently. Facebook, for 
example, monitors user behavior across the 
internet, even if somebody is not using the 
Facebook app at a given moment. The 
algorithms can use all of this information to add 
signals to potential content to be posted in a 
user’s newsfeed. For example, it may have 
noticed that they have used dating sites 
recently and, therefore, gives more weight to 

 

8 Quoted in Wille Oremus, Jeremy B Merrill, Chris 
Alcantara & Artur Galocha, “How Facebook Shapes 
your Feed”, The Washington Post, 26 October 
2021.  

content from the user’s single friends or those 
who are also using dating websites. In short, 
personal data are a rich source for deciding 
what to show users. 

A Facebook representative claims that 10,000 
different signals can be linked to one post. That 
statement obviously raises many questions, 
mainly about what cluster of signals comes into 
play here.8 

Predictions 

While features/signals are based on knowledge 
of the past, the algorithms will now look into the 
future and assess the relative probabilities of 
user interest in the posts. The predictions will 
be particularly important for non-obvious 
content – exploration – which is riskier from a 
company perspective: It can be expected that a 
user will keep engaging with the people or 
themes they have engaged with before, but 
they may not be interested in new content. 
Many methods are applied to make such 
predictions, including collaborative filtering 
(what other people with many similar attributes 
to the user like) and content-based models (if 
the user in question liked brewed coffee, they 
may also like coffee filters).9  

Based on the predictions, each post in the 
inventory is now scored and ranked. Imagine 
a sports league table. What you see in your 
news feed is that table. The first thing you see 
is what the algorithms have identified as the 
most “interesting” to you (or whatever the 
objective of the ranking may be).   

If you work for a company that tries to reach 
customers online, you will try to get your 
content as high as possible in the rankings of 
many users. That’s why companies are so 
interested in the algorithms and why PR firms 
and others explain them in many public posts. 
And take note: Not only companies or 
celebrities will try to respond to algorithmic 
decision-making – disinformation actors will do 
so as well.  

YouTube’s algorithms are described in slightly 
different ways, but they follow the same basic 
ideas of the three stages above. The inventory 
stage is called “candidate generation” (what 
videos are considered for recommendation), 
and signals/prediction are wrapped into one 
ranking process.10 

9 For more details, see this overview: “What Are 
Today’s Top Recommendation Engine 
Algorithms?”, ITNext, 9 March 2020. 

10 Spandana Singh, “Why Am I Seeing This?”, New 
America Institute, 25 March 2020 

https://www.seattletimes.com/business/how-facebook-shapes-your-feed/
https://www.seattletimes.com/business/how-facebook-shapes-your-feed/
https://itnext.io/what-are-the-top-recommendation-engine-algorithms-used-nowadays-646f588ce639
https://itnext.io/what-are-the-top-recommendation-engine-algorithms-used-nowadays-646f588ce639
https://itnext.io/what-are-the-top-recommendation-engine-algorithms-used-nowadays-646f588ce639
https://www.newamerica.org/oti/reports/why-am-i-seeing-this/
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3. Let’s Call It: Selection and 
Ranking  

The overview of how the algorithms work 
underlines that there is no natural position for 
any piece of content in anybody’s newsfeed, 
except for where the content is listed 
chronology. Already at the first “inventory” 
stage, some posts may not be considered, for 
example, a post of by a Facebook friend among 
a user’s 2,000 Facebook friends, with whom 
the user may have never interacted beyond 
accepting a friend request. The “friend” may 
feel it would be natural that their post would be 
shown somewhere in the feed, but why should 
it? It is competing with many other posts that 
the user may find more interesting.   

The same is repeated at the second stage of 
features/signals: A social media company can 
give more or less weight to a signal such as 
“this user likes videos”, and the level of 
weighting will impact the final ranking. But there 
is no natural weight to the signal “this user likes 
videos” or any other kind of signal gathered at 
this stage.  

So, if there is no natural position for any piece 
of content, we must conclude that the idea of 
(de)-amplification is misleading. No content is 
amplified from some original position.  There is 
no original position.11    

For the same reason, filtering, a word 
sometimes used, gives the wrong impression, 
as it sounds like some natural flow that is then 
filtered by intermediaries. But the “natural flow”, 
the amount of possible content, is essentially 
unlimited. There is no real natural flow.    

Alternative and less misleading terms include: 
“Recommender systems”, a term much used by 
academia and regulators. It is not, however. 
particularly suitable for a public debate. While it 
reflects YouTube recommendations, for 
example, it does not reflect our intuitions about 
social media news feeds. We do not feel that 
Facebook, Twitter or TikTok recommend 
content to use – they are just showing us 
content.   

The most accurate term seems to be “ranking”, 
as It most clearly expresses what this is all 
about. A range of possible content is ranked to 
be seen in a news feed. This idea also works 
well for recommendations on YouTube or 
Google search results. If we only say “ranking”, 
however, we may give the impression that 

 

11 The term may make some sense when discussing 
the systemic features that lead to virality, 
but amplification is more often discussed in the 
context of harmful content (independent of virality).  

there is some naturally available content, and 
that this is only being ranked. As we have seen, 
however, this is not the case. The available 
content is limitless. Intermediaries select 
content (step one) and then rank it. So, if we 
want to be completely accurate, we could call it 
“selection and ranking”.  

4. The Line between Removal, 
Shadow Bans and Ranking Is 
Thin  

The difference between removal and ranking 
may seem clear to users. If a post is removed, 
the user who posted it cannot see it anymore 
(and should be notified). If it is not removed, the 
user can see it. What the user does not see is 
how it has been ranked for other users. They 
can only make guesses about this from the 
level of engagement it receives.   

It is possible that nobody sees a post because 
the algorithm has not displayed it to anybody 
(or not in a position where they still look at the 
feed). This may happen if a user rarely uses 
the platform or does not have many friends or 
followers, or it can be based on other signals 
that will exclude the post from the inventory or 
give it a low weight at the signal stage. De 
facto, the post reaches nobody, so the effect is 
the same as removal.  

The same goes for shadow banning – the 
practice of deliberately not displaying a post to 
anybody, while keeping it visible to the user 
who posted it. TikTok has acknowledged that it 
bans certain words in certain jurisdictions 
without users knowing about it.12 Once again, 
the effect is the same as removal (although it 
may be a partial removal, i.e., in the case of 
TikTok, a geographically determined removal).  

As the effects are similar, transparency should 
be required for all three approaches. With 
respect to shadow banning, the ban could be 
removed by notification (“your post cannot be 
seen in country x because of y”, to use the 
TikTok example), while low ranking of content 
would become obvious to users if companies 
provided engagement statistics (Twitter does 
this).  

5. Ranking/Amplification in the 
Digital Services Act (DSA)   

12 Chris Fox, “TikTok Admits Restricting Some 
LGBT Hashtags”, BBC website, 10 September 2020. 

https://www.bbc.com/news/technology-54102575
https://www.bbc.com/news/technology-54102575
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The DSA draft, proposed by the European 
Commission and currently negotiated by the 
European Parliament and the Council, places a 
special emphasis to selection and ranking 
issues (it uses the term “recommender 
systems”). 

Article 29 of the DSA on 
Recommender/Ranking Systems  

Article 29 of the DSA is specifically dedicated to 
“recommender systems”, stipulating that very 
large online platforms shall publish “in a clear, 
accessible and easily comprehensible manner, 
the main parameters used in their 
recommender systems”. Based on the above, 
we should expect platforms to explain the 
stages of their recommender systems, a listing 
of weighting parameters being used, and an 
outline of the AI used at the three stages.   

Article 29 also indicates that companies should 
include “at least one option which is not based 
on profiling”.13 This provision falls short of what 
would be desirable, because profiling is only 
one potential issue related to recommender 
systems. Additional mandatory options should 
include a choice for the user of a ranking-free 
display (reverse chronological order), an option 
where algorithms do not draw on special 
category data or inferred data about user 
interests, and an option of algorithms with no 
dynamic/expansive function, i.e., where content 
would only be included from accounts that a 
user has signed up to (befriended, followed on 
Twitter, etc.). Such a function would be 
particularly appropriate for minors, to allow 
parental, rather than company control of 
content.   

Provisions Related to Risks of 
Recommender/Ranking Systems  

The DSA includes specific obligations for “very 
large online platforms” (defined in Article 25) to 
carry out risk assessments (Article 26) to 
mitigate risks (Article 27) and to subject 

 

13 Profiling being defined on the basis of the General 
Data Protection Regulation as follows: “a form of 
automated processing of personal data consisting of 
the use of personal data to evaluate certain personal 
aspects relating to a natural person, in particular to 
analyze or predict aspects concerning that natural 
person's performance at work, economic situation, 
health, personal preferences, interests, reliability, 
behavior, location or movements.” It is not 
clear whether this provision would apply to paid 
advertising where profiling has been considered to 
be most critical – the question is 
whether a recommender system, in the sense of the 
DSA, encompasses the algorithmic selection of 
advertising. The DSA definition is not clear.  

themselves to external audits of these risks 
(Article 28). All three articles mention 
ranking/recommender systems as a key aspect 
of risk. The question is how these provisions 
could be operationalized. Before we delve into 
this, we need to highlight some basic choices 
that the DSA makes on illegal speech and 
online harm.14 

6. Where Are the Risks? 
Breaking Down Social Media 
Algorithms  

The Inventory Stage 

This stage is essential for any discussion of 
social media dynamics. As already mentioned, 
it is at this stage that platforms build in 
dynamism and growth. If  algorithms make 
highly conservative decisions at this stage, for 
example, by building the content inventory only 
from accounts a user is already following, this 
would dampen the platform’s growth. It would 
exploit, not explore.   

If Facebook says that it “connects the world”, it 
does so through nudging users to expand their 
defined network of friends or groups and sites 
followed.  TikTok sells its exploration algorithms 
as a key aspect of their product, stating that 
“Diversity is essential to maintaining a thriving 
global community […]. To that end, sometimes 
you may come across a video in your feed that 
doesn't appear to be relevant to your 
expressed interests […]. This is an important 
and intentional component of our approach to 
recommendation: bringing a diversity of videos 
into your For You feed gives you additional 
opportunities to stumble upon new content 
categories […].”   

The inventory stage, then, is already the 
moment where the concerns come in about the 
rapid spreading of disinformation or harmful 

14 In this context, Article 31, on data access, is 
relevant. Without data access for research, there can 
be no independent scrutiny of platform dynamics. I 
will not reflect on this issue in this paper. 

https://newsroom.tiktok.com/en-us/how-tiktok-recommends-videos-for-you
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content, and the build-up of harmful online 
communities.   

When a committed Neo-Nazi15 connects with 
like-minded friends on a platform, we may see 
this as no more than an online reflection of the 
user’s offline political life. We start being 
concerned if that person is encouraged to 
greatly expand their circle of Neo-Nazi friends 
online, but we can assume that this is 
happening on all platforms (recommending 
more accounts that are linked to 
friends/followed accounts is among the most 
obvious choices made by algorithms).16 

The issue becomes even more problematic 
when somebody who has not been a Neo-Nazi 
drifts into this spectrum because of being 
nudged there by algorithms that consider it 
engaging content (the infamous “rabbit hole”).    

We can see that the definition of the inventory 
plays a major part in how people are 
connected, to whom and to which ideas. The 
problem of virality already enters the system at 
this stage. If content is starting to become viral, 
it is more likely to be included at the inventory 
stages for many more users. “Circuit breakers” 
could come into play at this stage – excluding 
content from inventories that have become 
viral.   

The inventory stage is particularly sensitive for 
vulnerable users – children, for example. 
Parents seem to accept easily that children 
network with their friends, but they may not be 
as convinced that companies should freely 
decide to what other content their children 
should be exposed.  

The Signals/Features Stage 

This stage is equally vital, because now content 
in the inventory is sorted by weighting 
numerous signals. For example, video content 

 

15 I use the example of Neo-Nazis as most people 
will agree that it is an ideology that is inconsistent 
with democracy and human rights 
and is, therefore, harmful. It is not a discussion about 
choices from within the democratic 
spectrum, e.g., networks of LGTBQ right supporters 
or groups that advocate for family values.  

16 Recommendations of people to “befriend” or to 
follow are related to, but separate from, news 
feeds.  They are typically based on clustering 
algorithms. 

will not get a high score for a user who has no 
history of opening videos.   

At this stage, the issue of risks becomes even 
more prevalent, because here signals for each 
piece of content can be weighted in a manner 
that increases or decreases risks.17 Here, 
problems could be addressed without the use 
of blocking and removal. To come back to the 
example of a Nazi-sympathizer, it might not be 
illegal to post Nazi-items or to offer them for 
sale publicly, but these may still be considered 
harmful, and companies could still give a low 
signal to such content, thereby reducing the 
probability that it will be shown in many news 
feeds or displayed in a high position. 

Prediction Stage 

The questions at the prediction stage are 
similar to the previous ones. What assumptions 
are built into the prediction algorithms, and how 
much do companies understand their 
workings? Is the assumption that harmful 
content can already be left out at the inventory 
stage or be given a low weight at the signals 
stage, so that, at the prediction stage, the 
algorithms can be agnostic about harm issues, 
and then only look at possible user interest or 
engagement?  Any risk assessment would 
need to provide detailed answers to these 
questions.   

7. Approaches to Managing 
Risks of Amplification/Ranking 
Decisions  

Currently, social media companies appear to 
follow three different approaches to dealing 
with harmful content in recommender/ranking 
decisions, but the information they make public 
is generally superficial, and it is difficult to fully 
understand their approaches. Some companies 
are silent on this issue (e.g., TikTok, Spotify).18 

17 If we interpreted “recommender systems” in a 
highly literal way, we could argue that the risk 
provisions of the DSA only apply at this stage, 
where, indeed, the formulation of 
recommendations starts (by scoring inventory 
content). This paper argues, however, that all four 
steps are part of a recommender system 
(which would be better called a 
“selection and ranking” system, as argued above).  

18 On Reddit, recommendation plays a 
role, although it is less central to its offerings. 
Recommendations appear in different places 
(search, recommendations, “popular”). The company 
does not provide its overall policy (on de-ranking), 
but it says it “quarantines” communities that readers 
may find “highly offensive or upsetting”.  

https://www.redditinc.com/policies/content-policy
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Tier 2/List Solution  

One approach to managing risks is to positively 
define harmful content or the meaning of risks 
to the listed fundamental rights, or to “civic 
discourse”, and then to publish these definitions 
and start using them as signals that will lead to 
lowering the weight of such content in the 
algorithmic process. We could call this the Tier 
2 solution.  

Tier 1 includes content that is currently 
considered illegal (such as incitement to 
genocide) or in violation of company self-
regulation (such as nudity). Such violations, if 
detected, lead to removal or blocking of content 
(the draft DSA provides an updated process for 
this). In the same way, a Tier 2 could be 
developed that defines what kind of content will 
be given less weight, so that it shows up less in 
people’s feeds. This option would have several 
advantages, including that companies could 
tailor these lists to different jurisdictions (for 
example, they may look a bit different for the 
United Kingdom than they do for the EU under 
the DSA).19 Also, this solution could be 
relatively transparent, with terms explained and 
examples provided. By identifying content that 
is downranked, a human rights assessment 
would have a defined point of departure.   

This solution also poses obvious problems, 
namely in the form of complexity. For example, 
the list of content to be assigned a lower weight 
could be extensive, and it would be hard to 
define a standard of sufficient company effort.   

Borderline Solution  

The other option could be called the 
“borderline solution”, as has been explained 
by Mark Zuckerberg, Chairman of Meta 
Platforms, Facebook’s parent company, in a 
post. He indicated that Facebook had adopted 
this solution, realizing that there is a lot of 
borderline content that is not yet illegal, but is 
close to being so. The company also realized 
that engagement with borderline content was 
significantly higher than with other content. 
According to Zuckerberg, the company decided 
to turn the curve in the other direction.   

YouTube published a similar statement, noting 
(in vague wording), that “We reduce the spread 

 

19 Obviously, adjusting to jurisdictions raises many 
questions for companies that offer a global service to 
billions of people, but these are not 
addressed here. It is sufficient to say 
that such companies already adjust to different 
jurisdictions, so this is not a novel challenge.  

of content that brushes right up against our 
policy line.” The more content approaches 
illegal content, the less it will be distributed. 
Zuckerberg wrote: “We train AI systems to 
detect borderline content so we can distribute 
that content less.”20    

One could call this a typical Zuckerberg 
solution; it is technology driven – “AI systems 
detect borderline content” – and, thus, 
promises to escape the complicated, politicized 
discussions on what may be risky content and 
to what extent to reduce its signal strength. In 
one fell swoop, AI cleans up the borderline 
regions of illegal content by reducing its 
dissemination, resulting in a curve that points 
downwards. The closer a piece of content gets 
to the borderline, the less that content will be 
distributed.   

20 Such a solution could be extended beyond the 
content of messages to accounts posting such 
messages. For example, if a certain cluster of 
accounts typically publishes illegal content, it could 
be considered a borderline cluster, which should be 
taken as a signal to give its posts less weight at the 
signal stage. 

https://www.facebook.com/notes/751449002072082/
https://www.facebook.com/notes/751449002072082/
https://blog.youtube/inside-youtube/preserving-openness-through-responsibility/
https://www.facebook.com/notes/751449002072082/
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The borderline solution raises many issues, 
starting with the obvious fact that the 
explanations in the posts shared above are 
extremely general. When and how do “AI 
systems” detect borderline content, and what 
do they do then? At which level of the ranking 
process does it apply? Furthermore, we would 
need to understand what “close to illegal” 
actually means, and whether this is 
synonymous with “harmful”. Stringent criticism 
of a politician may be close to defamation but, 
from a human rights perspective, it may be as 
protected as any other speech.   

Following the publication of  the post mentioned 
above, Facebook added a new post, on 21 
September 2021, on “types of content we 
demote” (without, however, publishing its 
content distribution guidelines).21 This new post 
makes clear that Facebook now uses a mixed 
approach – it applies the Tier-2 approach of 
listing content to be “demoted/downranked”, 
including things it considers low quality, unsafe 
or content that users “do and don’t like seeing”, 

 

21 Somewhat curiously, what the May note explained 
as a key step (reducing border line content), is only 
one item of many on the list published in September. 

based on feedback. But, as part of the list, it 
also follows the logic of the downranking of 
borderline content.22 Instagram implements a 
limited Tier-2 solution, saying that it does not 
show “inappropriate” content in its explore 
functions and hashtag pages, but that it does 
not remove (or downrank) it in feeds. The 
company offers no definition of “inappropriate”.  

Flexible Sanctions  

The third solution considers downranking as a 
sanction for violating company rules, but a 
milder one than removal. This seems to be 
Twitter’s approach, which it presents as some 
sort of proportionality (“We want to ensure that 
we are not being overly harsh with an otherwise 
healthy account that made a mistake and 
violated our rules.”). LinkedIn suggests it 
works with flexible sanctions:  “Depending on 
the severity of violation, we may limit the 
visibility of certain content or remove it 
entirely.”  

22 The new post describes “demotion” almost like a 
removal process – as a binary process of demoting 
content or not when the question is the relative 
weight that is attached to the many signals of a post. 
Demoting would mean less people see it – but how 
many are “less”? How significant is such an 
intervention? Is the lower weighting given to posts 
that include problems listed in the policy always the 
same, or does it differ on the type of violation? In 
another post, Facebook claimed that posts rated as 
false were demoted and lost on average 80 per 
cent of their future views. This is, again, rather 
generic information.  

https://transparency.fb.com/en-gb/features/approach-to-ranking/types-of-content-we-demote/
https://help.instagram.com/613868662393739
https://help.twitter.com/en/rules-and-policies/enforcement-options
https://www.linkedin.com/legal/professional-community-policies
https://www.facebook.com/notes/737729700291613/
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It is difficult to judge the real-world outcomes of 
the flexible solutions approach, but it is 
narrower than those of other companies: In 
contrast to tier-2 and borderline, Twitter and 
LinkedIn make no statements about content 
that does not violate company rules.   

While these solutions offer information on when 
the sanction of downranking may happen, they 
say nothing about the extent of the 
sanction. Reducing signal weight is not a 
binary choice (such as delete or don’t delete), it 
happens on a scale from “slightly demoted” 
(perhaps a few people less will see it) or to 
“significantly demoted” (virtually nobody will see 
it). 

8. User Choice on 
Ranking/Amplification  

The draft DSA mandates that users should at 
least have the choice to disallow the use of 
their personal data for ranking decisions. While 
this is a positive step, the DSA lacks ambition 
in this field. Providing even greater user choice 
would, in many ways, be a clearer solution than 
expecting them to understand algorithmic 
rankings that companies themselves are 
unlikely to understand in their entirety.   

Significantly more user choice than the DSA 
option on data can be imagined. For example, 
some authors suggest that users could choose 
other companies to do the ranking for them in a 
way they prefer (“middleware services”),23 to 
change the online architecture towards a focus 
on open protocols that allow more competition 
and user choice, and away from closed 
platforms24, or Twitter’s research into a 
decentralized network, where users could 
choose ranking algorithms.   

Or users could have a dashboard of options, 
similar to the way they can fine-tune searches 
on search engines. Reverse chronological 
order could be required as an easily accessible 
option for any user who so wishes.   

Conclusion  

Algorithmic ranking/recommender systems are 
being discussed as one of the main issues 
related to social media governance. Despite 
this discussion, there is little discussion on how 
social media algorithms function and where the 
risks occur. Typically, algorithms are called 

 

23 Daphne Keller, “The Future of Platform 
Power: Making Middleware Work”, Journal of 
Democracy, Vol. 32, No. 3, July 2021. 

black boxes or “secret soups” but, while a lot is 
unknown, some aspects are known and 
common to these ranking/amplification 
systems. A major question is about the effect of 
the exploration aspect in algorithms, which 
seek to serve users new types of content to 
make them engage even more intensively with 
a given platform.   

While platforms have published more detailed 
policies on the removal aspect of content 
moderation, most provide very few details on 
(de-)ranking policies. We can identify three 
models of ranking decisions on risky or harmful 
content, but their contours are not very clear, 
and the extent of the associated sanctions 
remains opaque (A bit of downranking? A lot of 
downranking?).   

What follows from this is the need for 
significantly greater transparency, as is 
mandated by the DSA draft at two levels - 
public information that companies need to 
provide and audits they will have to 
commission, which will be able to explore 
ranking algorithms in much greater detail. This 
paper makes recommendations on what 
information should be disclosed at both levels.   
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24 Mike Masnick, “Protocols, Not Platforms: A 
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